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We investigate adversarial attacks of GraphCast-AMSE [9, 10] on deviating tropical hurricane tracks by minimizing mean sea-
level pressure at diverse target locations. An 𝐿∞ penalty over each normalized variable and pressure-level field – approximated by 
Softmax weights – is introduced to remain close to HRES-fc0 initialization. GraphCast-AMSE takes two input states, but we limit 
perturbations to the second state only.

Objective:

where 𝜔𝜃,𝜙are Softmax weights at 𝜃 latitude and 𝜙 longitude (0.25°) computed over the spatial grid; 𝑡 the final timestep; 𝒱 the set 
of diagnostic and prognostic input variables; 𝛿 the perturbation.  
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AI models revolutionized weather forecasting by improving numerical weather prediction skill and with computational costs 
orders of magnitude smaller. In addition, backpropagation allows direct computation of model sensitivities to initial conditions. 
Adversarial attacks leverage these sensitivities to influence the output of the prediction system by finding optimal initial condition 
perturbations. 

The two perspectives of adversarial attacks in AI weather forecasting: 

o Operational systems are susceptible 
to malicious attacks [1 - 4] 

o Adversarial attacks are efficient tools for:
− Studying atmospheric predictability [5, 6] 
− Exploration of extreme events [7, 8]
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Mesoscale drivers

[1] attribute NWP track forecast North-western bias 
to an underestimation of a shortwave trough, which 

Eastern adversarial storylines correct. 

Occam’s Razor uncertainty

oDiverse storylines of tropical hurricanes generated at 0.25˚resolution

oHurricane Ian: driving mesoscale features of eastern-moving tracks recovered

o Initial results in track uncertainty forecasting based on perturbation magnitudes

growing confidence in 
AI model outputs

Are perturbations meaningful? Do they lead to correct track deviations in other models?
What uncertainty is being addressed?  
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